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Gust 
    



      
Gust keeps the contexts that define your domain
and business logic.
Contexts are also responsible for managing your data, regardless
if it comes from the database, an external API or others.

      




  

    
Gust.AppChildren 
    



      
Builds the application child list for a given runtime role and environment.
The for_role/3 function returns a list of supervisors and workers based on:
	the runtime role
	the Mix environment (test, dev, prod)
	the configured DAG folder

In practice, roles are used with the broader release like this:
	"console" loads DAG definitions and supporting runtime pieces, but does
not execute DAG pooling because Gust.Run.Pooler and
Gust.DAG.Terminator.Worker are not started
	"web" is intended for the web-facing runtime: it loads DAG definitions for
the UI, while DAG pooling remains disabled
	"core" loads DAGs, skips the web application, and runs the DAG pool
	"single" loads DAGs, runs the web application, and runs the DAG pool

Within this module specifically, "web" contributes only the DAG loader
worker outside test, while "console" contributes the loader, watcher,
leader, and runner supervisors without the pooling workers.
In test, DAG runtime pieces (pooler, leader, loader, watcher) are skipped.
In prod, the file watcher is disabled. In dev, the watcher is enabled to
reload DAGs on file changes.
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Gust.Application 
    



      
Starts the Gust OTP application and wires the supervision tree.
Gust orchestrates DAG execution, scheduling, and runtime infrastructure. This
module builds the child list based on the environment and runtime flags so the
right workers are started (or skipped) for the current mode.
Environment behavior
Test
In test, DAG runtime workers are disabled to keep test runs fast and
deterministic. The DAG loader, cron scheduler, and run restarter are not
started, so tests can use Repo and Ecto helpers without background execution.
Dev
In dev, Gust enables live DAG reloading. The file monitor watches the
configured dags/ directory and triggers reloads on changes.
Prod
In prod, the full runtime is enabled: DAG loading, cron scheduling, run
restarts, supervisors, and core infrastructure such as Registry, Repo, Vault,
and PubSub.
Boot control (PHX_SERVER)
Gust only boots the DAG runtime when the Phoenix server is running. This keeps
iex -S mix sessions safe and quiet by default.
The decision is based on:
	Application.get_env(:gust, :boot_dag)
	the PHX_SERVER environment variable

If PHX_SERVER is "true" or "1", Gust assumes a web server is running and
starts the full DAG subsystem. Otherwise, DAG orchestration stays disabled.
DAG folder validation
Outside of test, Gust validates that the configured DAG folder exists at
startup. If it is missing, the application fails fast.

      




  

    
Gust.CLI 
    



      
Command-line entrypoint for operational Gust tasks.
This module is invoked by the release wrapper script and dispatches supported
CLI commands into the application runtime.
Supported commands
	trigger_run <dag_name>: starts the application, looks up the DAG by name,
creates a run for it, and dispatches that run through the configured
Gust.DAG.Run.Trigger implementation.
Accepts an optional --run_params flag with a JSON string payload:
gust-cli trigger_run my_dag --run_params '{"name": "foo"}'

	dag_definition <dag_name>: returns the DAG definition payload as JSON,
including the definition load status.


Example:
gust-cli trigger_run my_dag
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        Executes a supported CLI command.
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Executes a supported CLI command.
Currently supported commands:
	["trigger_run", dag_name] — optionally with --run_params '<json>'
	["dag_definition", dag_name]


  


        

      


  

    
Gust.DAG.Run.Cron.Scheduler 
    



      
Defines a quantum Scheduler.
When used, the quantum scheduler expects the :otp_app as option.
The :otp_app should point to an OTP application that has
the quantum runner configuration. For example, the quantum scheduler:
defmodule Gust.DAG.Run.Cron.Scheduler do
  use Quantum, otp_app: :gust
end
Could be configured with:
config :gust, Gust.DAG.Run.Cron.Scheduler,
  jobs: [
    {"@daily", {Backup, :backup, []}},
  ]
Configuration:
	:clock_broadcaster_name - GenServer name of clock broadcaster 
(unstable, may break without major release until declared stable)

	:execution_broadcaster_name - GenServer name of execution broadcaster 
(unstable, may break without major release until declared stable)

	:executor_supervisor_name - GenServer name of execution supervisor 
(unstable, may break without major release until declared stable)

	:debug_logging - Turn on debug logging

	:jobs - list of cron jobs to execute

	:job_broadcaster_name - GenServer name of job broadcaster 
(unstable, may break without major release until declared stable)

	:name - GenServer name of scheduler 
(unstable, may break without major release until declared stable)

	:node_selector_broadcaster_name - GenServer name of node selector broadcaster 
(unstable, may break without major release until declared stable)

	:overlap - Default overlap of new Job

	:otp_app - Application where scheduler runs

	:run_strategy - Default Run Strategy of new Job

	:schedule - Default schedule of new Job

	:storage - Storage to use for persistence

	:storage_name - GenServer name of storage 
(unstable, may break without major release until declared stable)

	:supervisor_module - Module to supervise scheduler 
Can be overwritten to supervise processes differently (for example for clustering) 
(unstable, may break without major release until declared stable)

	:task_registry_name - GenServer name of task registry 
(unstable, may break without major release until declared stable)

	:task_supervisor_name - GenServer name of task supervisor 
(unstable, may break without major release until declared stable)

	:timeout - Sometimes, you may come across GenServer timeout errors
esp. when you have too many jobs or high load. The default GenServer.call/3
timeout is 5_000.

	:timezone - Default timezone of new Job


Telemetry
	[:quantum, :job, :add]
	Description: dispatched when a job is added
	Measurements: %{}
	Metadata: %{job: Quantum.Job.t(), scheduler: atom()}


	[:quantum, :job, :update]
	Description: dispatched when a job is updated
	Measurements: %{}
	Metadata: %{job: Quantum.Job.t(), scheduler: atom()}


	[:quantum, :job, :delete]
	Description: dispatched when a job is deleted
	Measurements: %{}
	Metadata: %{job: Quantum.Job.t(), scheduler: atom()}


	[:quantum, :job, :start]
	Description: dispatched on job execution start
	Measurements: %{system_time: integer()}
	Metadata: %{telemetry_span_context: term(), job: Quantum.Job.t(), node: Node.t(), scheduler: atom()}


	[:quantum, :job, :stop]
	Description: dispatched on job execution end
	Measurements: %{duration: integer()}
	Metadata: %{telemetry_span_context: term(), job: Quantum.Job.t(), node: Node.t(), scheduler: atom(), result: term()}


	[:quantum, :job, :exception]
	Description: dispatched on job execution fail
	Measurements: %{duration: integer()}
	Metadata: %{telemetry_span_context: term(), job: Quantum.Job.t(), node: Node.t(), scheduler: atom(), kind: :throw | :error | :exit, reason: term(), stacktrace: list()}




Examples
iex(1)> :telemetry_registry.discover_all(:quantum)
:ok
iex(2)> :telemetry_registry.spannable_events()
[{[:quantum, :job], [:start, :stop, :exception]}]
iex(3)> :telemetry_registry.list_events
[
  {[:quantum, :job, :add], Quantum,
   %{
     description: "dispatched when a job is added",
     measurements: "%{}",
     metadata: "%{job: Quantum.Job.t(), scheduler: atom()}"
   }},
  {[:quantum, :job, :delete], Quantum,
   %{
     description: "dispatched when a job is deleted",
     measurements: "%{}",
     metadata: "%{job: Quantum.Job.t(), scheduler: atom()}"
   }},
  {[:quantum, :job, :exception], Quantum,
   %{
     description: "dispatched on job execution fail",
     measurements: "%{duration: integer()}",
     metadata: "%{telemetry_span_context: term(), job: Quantum.Job.t(), node: Node.t(), scheduler: atom(), kind: :throw | :error | :exit, reason: term(), stacktrace: list()}"
   }},
  {[:quantum, :job, :start], Quantum,
   %{
     description: "dispatched on job execution start",
     measurements: "%{system_time: integer()}",
     metadata: "%{telemetry_span_context: term(), job: Quantum.Job.t(), node: Node.t(), scheduler: atom()}"
   }},
  {[:quantum, :job, :stop], Quantum,
   %{
     description: "dispatched on job execution end",
     measurements: "%{duration: integer()}",
     metadata: "%{telemetry_span_context: term(), job: Quantum.Job.t(), node: Node.t(), scheduler: atom(), result: term()}"
   }},
  {[:quantum, :job, :update], Quantum,
   %{
     description: "dispatched when a job is updated",
     measurements: "%{}",
     metadata: "%{job: Quantum.Job.t(), scheduler: atom()}"
   }}
]
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          @spec child_spec(Keyword.t()) :: Supervisor.child_spec()


      



  


        

      


  

    
Gust.DAG.Run.Trigger behaviour
    



      
Behaviour for triggering DAG run actions (reset/requeue/dispatch).
This module delegates to the configured implementation module:
config :gust, :dag_run_trigger, Gust.DAG.Run.Trigger.Requeue
The configured module must implement this behaviour.
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          @type graph() :: term()
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          @type run() :: term()
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          @type task() :: term()
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          @callback dispatch_all_runs(term()) :: [term()]
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          @callback dispatch_run(run()) :: term()
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          @callback reset_run(run()) :: term()
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          @callback reset_task(graph(), task(), integer() | nil) :: term()
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          @spec dispatch_run(run()) :: term()
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          @spec reset_run(run()) :: term()
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          @spec reset_task(graph(), task(), term()) :: term()


      



  


        

      


  

    
Gust.DAG.Run.Trigger.Requeue 
    



      
Resets tasks and runs, then re-queues them for execution.
Provides helpers to reset an entire run or a downstream branch of tasks, update
run status to :enqueued, and broadcast the corresponding PubSub events. It
also handles dispatching runs when the DAG is enabled.

      




  

    
Gust.DBLocker behaviour
    



      
Behaviour for acquiring a DB-backed lock (e.g. Postgres advisory lock).
Implementations must return true if the lock was acquired, false otherwise.
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        attempt_result_fun()

      


        Function to execute if the lock is acquired
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        Lock identifier (e.g. integer key, string name, tuple, etc.)
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          @type attempt_result_fun() :: (boolean() -> any())


      


Function to execute if the lock is acquired
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          @type lock_key() :: term()


      


Lock identifier (e.g. integer key, string name, tuple, etc.)
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          @callback try_lock(lock_key(), attempt_result_fun()) :: boolean()
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Gust.DBLocker.Postgres 
    



      
Implements DB-backed advisory locking using Postgres.
Uses pg_try_advisory_lock/1 inside a checkout to attempt the lock and passes
the success flag to the provided callback.
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        Callback implementation for Gust.DBLocker.try_lock/2.



    





      


      
        Functions


        


  
    
      
    
    
      try_lock(lock_key, attempt_result_fun)



    

  


  

Callback implementation for Gust.DBLocker.try_lock/2.

  


        

      


  

    
Gust.DSL 
    



      
The Gust DSL is how you turn a module into a DAG.
When you add use Gust.DSL to a module in the dags/ folder, Gust automatically detects it and creates a DAG based on the file name.
You can configure a schedule, define callbacks, and in the dev environment the code is automatically reloaded when files change.
After enabling the DSL, use task definitions to declare the steps that should be executed.
Example
defmodule HelloWorld do
  # `schedule` and `on_finished_callback` are optional.
  # Note: if you change `schedule`, restart the server to update the cron job.
  use Gust.DSL, schedule: "* * * * *", on_finished_callback: :notify_something

  # Gust logs are stored and displayed through GustWeb via Logger.
  require Logger

  # Gust.Flows is used to query Dag, Run, and Task.
  alias Gust.Flows

  def notify_something(status, run) do
    dag = Flows.get_dag!(run.dag_id)
    message = "DAG: #{dag.name}; completed with status: #{status}"
    Logger.info(message)
  end

  def skip_first_task?(%{run_id: run_id}) do
    run = Flows.get_run!(run_id)
    Map.get(run.params, "skip_first_task", false)
  end

  task :first_task, downstream: [:second_task], save: true, skip_if: :skip_first_task? do
    greetings = "Hi from first_task"
    Logger.info(greetings)

    # You can get secrets created on the Web UI
    secret = Flows.get_secret_by_name("SUPER_SECRET")
    Logger.warning("I know your secret: #{secret.value}")

    # The return value must be a map when `save` is true.
    %{result: greetings}
  end

  task :second_task, ctx: %{run_id: run_id} do

    # Getting "first_task"'s result
    task = Flows.get_task_by_name_run("first_task", run_id)

    Logger.info(task.result)
  end
end
Parameters
	schedule - A valid cron expression string.
	on_finished_callback - The name of the function to be called.
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        Defines a task in the DAG.
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Defines a task in the DAG without options or explicit context matching.
Parameters
	name - The name of the task (atom).
	block - The code block to execute for the task.

Example
task :simple_task do
  IO.puts "Hello"
end

  



  
    
      
    
    
      task(name, opts_and_ctx, list)


        (macro)


    

  


  

Defines a task in the DAG.
Parameters
	name — The name of the task (atom).
	opts_and_ctx — A keyword list of options and an optional context pattern.
	block — The code block executed when the task runs.

Task Options
	:downstream — A list of task names (atoms) to run after this task completes.
	:save — When true, the task's return value will be persisted.	Note: If enabled, the return value must be a map.


	:ctx — A pattern that will be matched against the context passed to the task.	Defaults to: %{run_id: run_id}.


	:skip_if — The name of a function in the DAG module that receives the task context
and returns a boolean. When it returns true, the task body is not executed and the
task is marked as :skipped. If an upstream task is skipped, dependent tasks are also
skipped.
	:map_over — The name of an upstream task whose saved list result will be used to
start one parallel task instance per item. Gust persists the list under the
gust_task_items key, and each item is passed as ctx.params. Map items are passed
unchanged. Other values are wrapped as %{"item" => value}.

Example
task :my_task, ctx: %{run_id: run_id} do
  IO.inspect(run_id)
end

task :first, downstream: [:second] do
  :ok
end

task :persist_result, save: true do
  %{result: :ok}
end

task :process_item, map_over: :persist_items, ctx: %{params: %{"item" => item}} do
  IO.inspect(item)
end

def skip_export?(%{run_id: run_id}) do
  run = Gust.Flows.get_run!(run_id)
  Map.get(run.params, "skip_export", false)
end

task :export, skip_if: :skip_export? do
  :ok
end
When using save: true, the return value must be a map so it can be merged into the overall DAG results.

  


        

      


  

    
Gust.Flows 
    



      
The Flows context.
This module serves as the boundary for accessing and manipulating
Flow-related data, such as DAGs, Runs, Tasks, and Secrets.
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        change_secret(secret, attrs \\ %{})

      


        Returns an %Ecto.Changeset{} for tracking secret changes.



    


    
      
        count_runs_on_dag(dag_id, status \\ nil)

      


        Returns the number of runs associated with a given DAG.



    


    
      
        create_dag(attrs \\ %{})

      


        Creates a DAG.



    


    
      
        create_log(attrs \\ %{})

      


        Creates a log.



    


    
      
        create_run(attrs \\ %{})

      


        Creates a run.



    


    
      
        create_secret(attrs \\ %{})

      


        Creates a secret.



    


    
      
        create_task(attrs \\ %{})

      


        Creates a task.



    


    
      
        create_test_run(attrs \\ %{})

      


        Creates a test run.



    


    
      
        create_test_task(attrs \\ %{})

      


        Creates a test task.



    


    
      
        delete_dag!(dag)

      


        Deletes a DAG.



    


    
      
        delete_not_found_ids(ids)

      


        Deletes all DAGs whose IDs are not in the provided list.



    


    
      
        delete_run(run)

      


        Deletes the given run from the database.



    


    
      
        delete_secret(secret)

      


        Deletes a secret.



    


    
      
        delete_task!(task)

      


    


    
      
        get_dag!(id)

      


        Gets a single DAG.



    


    
      
        get_dag_by_name(name)

      


        Gets a DAG by name.



    


    
      
        get_dag_by_name_with_runs!(name, opts)

      


        Gets a DAG by name with its runs preloaded, with pagination for runs.



    


    
      
        get_dag_with_runs!(id)

      


        Gets a DAG with its runs preloaded.



    


    
      
        get_dag_with_runs_and_tasks!(name, list)

      


        Gets a DAG with its runs and tasks preloaded, with pagination for runs.



    


    
      
        get_log!(id)

      


        Gets a single log.



    


    
      
        get_logs(task_id, level \\ nil)

      


        Gets logs for a task, optionally filtered by level.



    


    
      
        get_run!(id)

      


        Gets a single run.



    


    
      
        get_run_with_tasks!(id)

      


        Gets a single run with its tasks preloaded.



    


    
      
        get_running_runs_by_dag(dag_ids, statuses)

      


        Gets runs for a list of DAG IDs with the given statuses.



    


    
      
        get_secret!(id)

      


        Gets a single secret.



    


    
      
        get_secret_by_name(name)

      


        Gets a single secret by name.



    


    
      
        get_task!(id)

      


        Gets a single task.



    


    
      
        get_task_by_name(name, run_id, map_index)

      


        Gets a task by name, run ID, and map index.



    


    
      
        get_task_by_name_run(name, run_id)

      


        Gets a task by name and run ID.



    


    
      
        get_task_by_name_run_with_logs(name, run_id, log_level \\ nil)

      


        Gets a task by name and run ID, with logs preloaded.



    


    
      
        get_task_statuses_by_name(name, run_id)

      


        Gets all task statuses by name and run ID.



    


    
      
        get_task_with_logs!(id)

      


        Gets a task with its logs preloaded.



    


    
      
        get_tasks_by_name(name, run_id)

      


        Gets all task instances by name and run ID.
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        Lists all DAGs.
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        Lists all secrets.
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        toggle_enabled(dag)

      


        Toggles the enabled status of a DAG.



    


    
      
        update_run_status(run, status)

      


        Updates a run status.



    


    
      
        update_secret(secret, attrs)

      


        Updates a secret.



    


    
      
        update_task_attempt(task, attempt)

      


        Updates a task attempt count.



    


    
      
        update_task_error(task, error)

      


        Updates a task error.



    


    
      
        update_task_mapping(task, map_index, params)

      


        Updates a task map index and its persisted parameters.



    


    
      
        update_task_result(task, result)

      


        Updates a task result.



    


    
      
        update_task_result_error(task, result, error)

      


        Updates a task result and error.



    


    
      
        update_task_status(task, status)

      


        Updates a task status.
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      change_secret(secret, attrs \\ %{})



    

  


  

Returns an %Ecto.Changeset{} for tracking secret changes.
Examples
iex> change_secret(secret)
%Ecto.Changeset{data: %Secret{}}

  



    

  
    
      
    
    
      count_runs_on_dag(dag_id, status \\ nil)



    

  


  

Returns the number of runs associated with a given DAG.
Parameters
	dag_id - The identifier of the DAG whose runs should be counted.

Returns
	The integer count of runs associated with the specified DAG.


  



    

  
    
      
    
    
      create_dag(attrs \\ %{})



    

  


  

Creates a DAG.
Examples
iex> create_dag(%{field: value})
{:ok, %Dag{}}

iex> create_dag(%{field: bad_value})
{:error, %Ecto.Changeset{}}

  



    

  
    
      
    
    
      create_log(attrs \\ %{})



    

  


  

Creates a log.

  



    

  
    
      
    
    
      create_run(attrs \\ %{})



    

  


  

Creates a run.
Examples
iex> create_run(%{field: value})
{:ok, %Run{}}

iex> create_run(%{field: bad_value})
{:error, %Ecto.Changeset{}}

  



    

  
    
      
    
    
      create_secret(attrs \\ %{})



    

  


  

Creates a secret.
Examples
iex> create_secret(%{field: value})
{:ok, %Secret{}}

iex> create_secret(%{field: bad_value})
{:error, %Ecto.Changeset{}}

  



    

  
    
      
    
    
      create_task(attrs \\ %{})



    

  


  

Creates a task.

  



    

  
    
      
    
    
      create_test_run(attrs \\ %{})



    

  


  

Creates a test run.

  



    

  
    
      
    
    
      create_test_task(attrs \\ %{})



    

  


  

Creates a test task.

  



  
    
      
    
    
      delete_dag!(dag)



    

  


  

Deletes a DAG.

  



  
    
      
    
    
      delete_not_found_ids(ids)



    

  


  

Deletes all DAGs whose IDs are not in the provided list.

  



  
    
      
    
    
      delete_run(run)



    

  


  

Deletes the given run from the database.
The run must be a persisted %Run{} struct. This function delegates to
Repo.delete/1 and returns {:ok, %Run{}} if the run is successfully
deleted, or {:error, %Ecto.Changeset{}} if the delete operation fails.
Examples
iex> delete_run(run)
{:ok, %Run{}}

iex> delete_run(invalid_run)
{:error, %Ecto.Changeset{}}

  



  
    
      
    
    
      delete_secret(secret)



    

  


  

Deletes a secret.

  



  
    
      
    
    
      delete_task!(task)



    

  


  


  



  
    
      
    
    
      get_dag!(id)



    

  


  

Gets a single DAG.
Raises Ecto.NoResultsError if the Dag does not exist.

  



  
    
      
    
    
      get_dag_by_name(name)



    

  


  

Gets a DAG by name.

  



  
    
      
    
    
      get_dag_by_name_with_runs!(name, opts)



    

  


  

Gets a DAG by name with its runs preloaded, with pagination for runs.
The DAG is looked up by its name. The associated runs are ordered by
descending inserted_at and paginated using the required :limit and
:offset keyword options.
Parameters
	name - The name of the DAG to retrieve.

Options
	:limit - Required. The maximum number of runs to preload.
	:offset - Required. The number of runs to skip before starting to preload.
	:status - Optional. Filters preloaded runs by status when present.

Returns
Returns the %Dag{} struct with its :runs association preloaded according
to the given pagination options. Raises Ecto.NoResultsError if no DAG
with the given name exists. Raises KeyError if :limit or :offset is
missing from opts.

  



  
    
      
    
    
      get_dag_with_runs!(id)



    

  


  

Gets a DAG with its runs preloaded.

  



  
    
      
    
    
      get_dag_with_runs_and_tasks!(name, list)



    

  


  

Gets a DAG with its runs and tasks preloaded, with pagination for runs.
Tasks are loaded with only the fields required by the run-history grid.
Use the task or run detail functions when payload fields are needed.

  



  
    
      
    
    
      get_log!(id)



    

  


  

Gets a single log.
Raises Ecto.NoResultsError if the Log does not exist.

  



    

  
    
      
    
    
      get_logs(task_id, level \\ nil)



    

  


  

Gets logs for a task, optionally filtered by level.
Logs are ordered by their insertion timestamp in ascending order.

  



  
    
      
    
    
      get_run!(id)



    

  


  

Gets a single run.
Raises Ecto.NoResultsError if the Run does not exist.
Examples
iex> get_run!(123)
%Run{}

iex> get_run!(456)
** (Ecto.NoResultsError)

  



  
    
      
    
    
      get_run_with_tasks!(id)



    

  


  

Gets a single run with its tasks preloaded.

  



  
    
      
    
    
      get_running_runs_by_dag(dag_ids, statuses)



    

  


  

Gets runs for a list of DAG IDs with the given statuses.
Parameters
	dag_ids: List of DAG IDs to filter runs by.
	statuses: List of statuses (atoms) to filter runs by (e.g., [:running, :queued]).

Examples
iex> get_running_runs_by_dag([1, 2, 3], [:running, :retrying])
[%Run{}, ...]

  



  
    
      
    
    
      get_secret!(id)



    

  


  

Gets a single secret.
Raises Ecto.NoResultsError if the Secret does not exist.

  



  
    
      
    
    
      get_secret_by_name(name)



    

  


  

Gets a single secret by name.

  



  
    
      
    
    
      get_task!(id)



    

  


  

Gets a single task.
Raises Ecto.NoResultsError if the Task does not exist.

  



  
    
      
    
    
      get_task_by_name(name, run_id, map_index)



    

  


  

Gets a task by name, run ID, and map index.

  



  
    
      
    
    
      get_task_by_name_run(name, run_id)



    

  


  

Gets a task by name and run ID.

  



    

  
    
      
    
    
      get_task_by_name_run_with_logs(name, run_id, log_level \\ nil)



    

  


  

Gets a task by name and run ID, with logs preloaded.
Accepts an optional log_level argument:
	When log_level is nil (the default), all logs for the task are preloaded.
	When log_level is provided, only logs with the matching level are preloaded.

Logs are ordered by their inserted_at timestamp in ascending order.

  



  
    
      
    
    
      get_task_statuses_by_name(name, run_id)



    

  


  

Gets all task statuses by name and run ID.

  



  
    
      
    
    
      get_task_with_logs!(id)



    

  


  

Gets a task with its logs preloaded.

  



  
    
      
    
    
      get_tasks_by_name(name, run_id)



    

  


  

Gets all task instances by name and run ID.

  



  
    
      
    
    
      list_dags()



    

  


  

Lists all DAGs.

  



  
    
      
    
    
      list_secrets()



    

  


  

Lists all secrets.

  



  
    
      
    
    
      reconcile_run_tasks(names, run_id)



    

  


  


  



  
    
      
    
    
      toggle_enabled(dag)



    

  


  

Toggles the enabled status of a DAG.

  



  
    
      
    
    
      update_run_status(run, status)



    

  


  

Updates a run status.

  



  
    
      
    
    
      update_secret(secret, attrs)



    

  


  

Updates a secret.

  



  
    
      
    
    
      update_task_attempt(task, attempt)



    

  


  

Updates a task attempt count.

  



  
    
      
    
    
      update_task_error(task, error)



    

  


  

Updates a task error.

  



  
    
      
    
    
      update_task_mapping(task, map_index, params)



    

  


  

Updates a task map index and its persisted parameters.

  



  
    
      
    
    
      update_task_result(task, result)



    

  


  

Updates a task result.

  



  
    
      
    
    
      update_task_result_error(task, result, error)



    

  


  

Updates a task result and error.

  



  
    
      
    
    
      update_task_status(task, status)



    

  


  

Updates a task status.

  


        

      


  

    
Gust.Leader 
    



      
Elects a single leader node and manages leader-only children.
The leader process attempts to acquire a distributed lock in the database.
When the lock is held, the node becomes the leader and starts the configured
leader-only workers under Gust.LeaderOnlySupervisor. If the lock is lost, the
leader-only workers are terminated and the node returns to follower mode.

      


      
        Summary


  
    Functions
  


    
      
        attempt_lock()

      


    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        handle_continue(atom, state)

      


        Callback implementation for GenServer.handle_continue/2.



    


    
      
        init(args)

      


        Callback implementation for GenServer.init/1.



    


    
      
        start_link(args)

      


    





      


      
        Functions


        


  
    
      
    
    
      attempt_lock()



    

  


  


  



  
    
      
    
    
      child_spec(init_arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      handle_continue(atom, state)



    

  


  

Callback implementation for GenServer.handle_continue/2.

  



  
    
      
    
    
      init(args)



    

  


  

Callback implementation for GenServer.init/1.

  



  
    
      
    
    
      start_link(args)



    

  


  


  


        

      


  

    
Gust.Repo 
    




      
        Summary


  
    Functions
  


    
      
        aggregate(queryable, aggregate, opts \\ [])

      


        Callback implementation for Ecto.Repo.aggregate/3.



    


    
      
        aggregate(queryable, aggregate, field, opts)

      


        Callback implementation for Ecto.Repo.aggregate/4.



    


    
      
        all(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.all/2.



    


    
      
        all_by(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.all_by/3.



    


    
      
        checked_out?()

      


        Callback implementation for Ecto.Repo.checked_out?/0.



    


    
      
        checkout(fun, opts \\ [])

      


        Callback implementation for Ecto.Repo.checkout/2.



    


    
      
        child_spec(opts)

      


    


    
      
        config()

      


        Callback implementation for Ecto.Repo.config/0.



    


    
      
        default_options(operation)

      


        Callback implementation for Ecto.Repo.default_options/1.



    


    
      
        delete(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete/2.



    


    
      
        delete!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete!/2.



    


    
      
        delete_all(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete_all/2.



    


    
      
        disconnect_all(interval, opts \\ [])

      


        Forces all connections in the repo pool to disconnect within the given interval.



    


    
      
        exists?(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.exists?/2.



    


    
      
        explain(operation, queryable, opts \\ [])

      


        Executes an EXPLAIN statement or similar for the given query according to its kind and the
adapter in the given repository.



    


    
      
        get(queryable, id, opts \\ [])

      


        Callback implementation for Ecto.Repo.get/3.



    


    
      
        get!(queryable, id, opts \\ [])

      


        Callback implementation for Ecto.Repo.get!/3.



    


    
      
        get_by(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.get_by/3.



    


    
      
        get_by!(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.get_by!/3.



    


    
      
        get_dynamic_repo()

      


        Callback implementation for Ecto.Repo.get_dynamic_repo/0.



    


    
      
        in_transaction?()

      


        Callback implementation for Ecto.Repo.in_transaction?/0.



    


    
      
        insert(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert/2.



    


    
      
        insert!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert!/2.



    


    
      
        insert_all(schema_or_source, entries, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_all/3.



    


    
      
        insert_or_update(changeset, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_or_update/2.



    


    
      
        insert_or_update!(changeset, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_or_update!/2.



    


    
      
        load(schema_or_types, data)

      


        Callback implementation for Ecto.Repo.load/2.



    


    
      
        one(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.one/2.



    


    
      
        one!(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.one!/2.



    


    
      
        preload(struct_or_structs_or_nil, preloads, opts \\ [])

      


        Callback implementation for Ecto.Repo.preload/3.



    


    
      
        prepare_query(operation, query, opts)

      


        Callback implementation for Ecto.Repo.prepare_query/3.



    


    
      
        prepare_transaction(fun_or_multi, opts)

      


        Callback implementation for Ecto.Repo.prepare_transaction/2.



    


    
      
        put_dynamic_repo(dynamic)

      


        Callback implementation for Ecto.Repo.put_dynamic_repo/1.



    


    
      
        query(sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query.



    


    
      
        query!(sql, params \\ [], opts \\ [])

      


        Same as query/3 but returns result directly without :ok tuple
and raises on invalid queries



    


    
      
        query_many(sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query that returns multiple results on the given repo.



    


    
      
        query_many!(sql, params \\ [], opts \\ [])

      


        Same as query_many/4 but returns result directly without :ok tuple
and raises on invalid queries



    


    
      
        reload(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.reload/2.



    


    
      
        reload!(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.reload!/2.



    


    
      
        rollback(value)

      


        Callback implementation for Ecto.Repo.rollback/1.



    


    
      
        start_link(opts \\ [])

      


        Callback implementation for Ecto.Repo.start_link/1.



    


    
      
        stop(timeout \\ 5000)

      


        Callback implementation for Ecto.Repo.stop/1.



    


    
      
        stream(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.stream/2.



    


    
      
        to_sql(operation, queryable, opts \\ [])

      


        Converts the given query to SQL according to its kind and the
adapter in the given repository.



    


    
      
        transact(fun_or_multi, opts \\ [])

      


        Callback implementation for Ecto.Repo.transact/2.



    


    
      
        transaction(fun_or_multi, opts \\ [])

      


        Callback implementation for Ecto.Repo.transaction/2.



    


    
      
        update(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.update/2.



    


    
      
        update!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.update!/2.



    


    
      
        update_all(queryable, updates, opts \\ [])

      


        Callback implementation for Ecto.Repo.update_all/3.



    





      


      
        Functions


        


    

  
    
      
    
    
      aggregate(queryable, aggregate, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.aggregate/3.

  



  
    
      
    
    
      aggregate(queryable, aggregate, field, opts)



    

  


  

Callback implementation for Ecto.Repo.aggregate/4.

  



    

  
    
      
    
    
      all(queryable, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.all/2.

  



    

  
    
      
    
    
      all_by(queryable, clauses, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.all_by/3.

  



  
    
      
    
    
      checked_out?()



    

  


  

Callback implementation for Ecto.Repo.checked_out?/0.

  



    

  
    
      
    
    
      checkout(fun, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.checkout/2.

  



  
    
      
    
    
      child_spec(opts)



    

  


  


  



  
    
      
    
    
      config()



    

  


  

Callback implementation for Ecto.Repo.config/0.

  



  
    
      
    
    
      default_options(operation)



    

  


  

Callback implementation for Ecto.Repo.default_options/1.

  



    

  
    
      
    
    
      delete(struct, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.delete/2.

  



    

  
    
      
    
    
      delete!(struct, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.delete!/2.

  



    

  
    
      
    
    
      delete_all(queryable, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.delete_all/2.

  



    

  
    
      
    
    
      disconnect_all(interval, opts \\ [])



    

  


  

      

          @spec disconnect_all(non_neg_integer(), opts :: Keyword.t()) :: :ok


      


Forces all connections in the repo pool to disconnect within the given interval.
Once this function is called, the pool will disconnect all of its connections
as they are checked in or as they are pinged. Checked in and idle connections
will be randomly disconnected within the given time interval.
If the connection has a backoff configured (which is the case by default),
disconnecting means an attempt at a new connection will be done immediately
after, without starting a new process for each connection. However, if backoff
has been disabled, the connection process will terminate. In such cases,
disconnecting all connections may cause the pool supervisor to restart
depending on the max_restarts/max_seconds configuration of the pool,
so you will want to set those carefully.
If you need connections to be restarted periodically, set the :max_lifetime
option in your repository configuration instead.

  



    

  
    
      
    
    
      exists?(queryable, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.exists?/2.

  



    

  
    
      
    
    
      explain(operation, queryable, opts \\ [])



    

  


  

      

          @spec explain(
  :all | :update_all | :delete_all,
  Ecto.Queryable.t(),
  opts :: Keyword.t()
) ::
  String.t() | Exception.t() | [map()]


      


Executes an EXPLAIN statement or similar for the given query according to its kind and the
adapter in the given repository.
Examples
# Postgres
iex> MyRepo.explain(:all, Post)
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)"

iex> Ecto.Adapters.SQL.explain(Repo, :all, Post)
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)"

# MySQL
iex> MyRepo.explain(:all, from(p in Post, where: p.title == "title")) |> IO.puts()
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+
| id | select_type | table | partitions | type | possible_keys | key  | key_len | ref  | rows | filtered | Extra       |
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+
|  1 | SIMPLE      | p0    | NULL       | ALL  | NULL          | NULL | NULL    | NULL |    1 |    100.0 | Using where |
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+

# Shared opts
iex> MyRepo.explain(:all, Post, analyze: true, timeout: 20_000)
"Seq Scan on posts p0  (cost=0.00..11.70 rows=170 width=443) (actual time=0.013..0.013 rows=0 loops=1)\nPlanning Time: 0.031 ms\nExecution Time: 0.021 ms"
It's safe to execute it for updates and deletes, no data change will be committed:
iex> MyRepo.explain(Repo, :update_all, from(p in Post, update: [set: [title: "new title"]]))
"Update on posts p0  (cost=0.00..11.70 rows=170 width=449)\n  ->  Seq Scan on posts p0  (cost=0.00..11.70 rows=170 width=449)"
This function is also available under the repository with name explain:
iex> MyRepo.explain(:all, from(p in Post, where: p.title == "title"))
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)\n  Filter: ((title)::text = 'title'::text)"
Options
Built-in adapters support passing opts to the EXPLAIN statement according to the following:
	Adapter	Supported opts
	Postgrex	analyze, verbose, costs, settings, buffers, timing, summary, format, plan, wrap_in_transaction
	MyXQL	format, wrap_in_transaction

All options except format are boolean valued and default to false.
The allowed format values are :map, :yaml, and :text:
	:map is the deserialized JSON encoding.
	:yaml and :text return the result as a string.

The built-in adapters support the following formats:
	Postgrex: :map, :yaml and :text
	MyXQL: :map and :text

The wrap_in_transaction option is a boolean that controls whether the command is run inside of a
transaction that is rolled back. This is useful when, for example, you'd like to use analyze: true
on an update or delete query without modifying data. Defaults to true.
The :plan option in Postgrex can take the values :custom or :fallback_generic. When :custom
is specified, the explain plan generated will consider the specific values of the query parameters
that are supplied. When using :fallback_generic, the specific values of the query parameters will
be ignored. :fallback_generic does not use PostgreSQL's built-in support for a generic explain
plan (available as of PostgreSQL 16), but instead uses a special implementation that works for PostgreSQL
versions 12 and above. Defaults to :custom.
Any other value passed to opts will be forwarded to the underlying adapter query function, including
shared Repo options such as :timeout. Non built-in adapters may have specific behaviour and you should
consult their documentation for more details.
For version compatibility, please check your database's documentation:
	Postgrex: PostgreSQL doc.
	MyXQL: MySQL doc.


  



    

  
    
      
    
    
      get(queryable, id, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.get/3.

  



    

  
    
      
    
    
      get!(queryable, id, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.get!/3.

  



    

  
    
      
    
    
      get_by(queryable, clauses, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.get_by/3.

  



    

  
    
      
    
    
      get_by!(queryable, clauses, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.get_by!/3.

  



  
    
      
    
    
      get_dynamic_repo()



    

  


  

Callback implementation for Ecto.Repo.get_dynamic_repo/0.

  



  
    
      
    
    
      in_transaction?()



    

  


  

Callback implementation for Ecto.Repo.in_transaction?/0.

  



    

  
    
      
    
    
      insert(struct, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.insert/2.

  



    

  
    
      
    
    
      insert!(struct, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.insert!/2.

  



    

  
    
      
    
    
      insert_all(schema_or_source, entries, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.insert_all/3.

  



    

  
    
      
    
    
      insert_or_update(changeset, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.insert_or_update/2.

  



    

  
    
      
    
    
      insert_or_update!(changeset, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.insert_or_update!/2.

  



  
    
      
    
    
      load(schema_or_types, data)



    

  


  

Callback implementation for Ecto.Repo.load/2.

  



    

  
    
      
    
    
      one(queryable, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.one/2.

  



    

  
    
      
    
    
      one!(queryable, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.one!/2.

  



    

  
    
      
    
    
      preload(struct_or_structs_or_nil, preloads, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.preload/3.

  



  
    
      
    
    
      prepare_query(operation, query, opts)



    

  


  

Callback implementation for Ecto.Repo.prepare_query/3.

  



  
    
      
    
    
      prepare_transaction(fun_or_multi, opts)



    

  


  

Callback implementation for Ecto.Repo.prepare_transaction/2.

  



  
    
      
    
    
      put_dynamic_repo(dynamic)



    

  


  

Callback implementation for Ecto.Repo.put_dynamic_repo/1.

  



    

    

  
    
      
    
    
      query(sql, params \\ [], opts \\ [])



    

  


  

      

          @spec query(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  {:ok, Ecto.Adapters.SQL.query_result()} | {:error, Exception.t()}


      


Runs a custom SQL query.
If the query was successful, it will return an :ok tuple containing
a map with at least two keys:
	:num_rows - the number of rows affected
	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)

Options
	:log - When false, does not log the query
	:timeout - Execute request timeout, accepts: :infinity (default: 15000);

Examples
iex> MyRepo.query("SELECT $1::integer + $2", [40, 2])
{:ok, %{rows: [[42]], num_rows: 1}}

iex> Ecto.Adapters.SQL.query(MyRepo, "SELECT $1::integer + $2", [40, 2])
{:ok, %{rows: [[42]], num_rows: 1}}

  



    

    

  
    
      
    
    
      query!(sql, params \\ [], opts \\ [])



    

  


  

      

          @spec query!(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  Ecto.Adapters.SQL.query_result()


      


Same as query/3 but returns result directly without :ok tuple
and raises on invalid queries

  



    

    

  
    
      
    
    
      query_many(sql, params \\ [], opts \\ [])



    

  


  

      

          @spec query_many(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  {:ok, [Ecto.Adapters.SQL.query_result()]} | {:error, Exception.t()}


      


Runs a custom SQL query that returns multiple results on the given repo.
In case of success, it must return an :ok tuple containing a list of
maps with at least two keys:
	:num_rows - the number of rows affected

	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)


Options
	:log - When false, does not log the query
	:timeout - Execute request timeout, accepts: :infinity (default: 15000);

Examples
iex> MyRepo.query_many("SELECT $1; SELECT $2;", [40, 2])
{:ok, [%{rows: [[40]], num_rows: 1}, %{rows: [[2]], num_rows: 1}]}

iex> Ecto.Adapters.SQL.query_many(MyRepo, "SELECT $1; SELECT $2;", [40, 2])
{:ok, [%{rows: [[40]], num_rows: 1}, %{rows: [[2]], num_rows: 1}]}

  



    

    

  
    
      
    
    
      query_many!(sql, params \\ [], opts \\ [])



    

  


  

      

          @spec query_many!(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) :: [
  Ecto.Adapters.SQL.query_result()
]


      


Same as query_many/4 but returns result directly without :ok tuple
and raises on invalid queries

  



    

  
    
      
    
    
      reload(queryable, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.reload/2.

  



    

  
    
      
    
    
      reload!(queryable, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.reload!/2.

  



  
    
      
    
    
      rollback(value)



    

  


  

      

          @spec rollback(term()) :: no_return()


      


Callback implementation for Ecto.Repo.rollback/1.

  



    

  
    
      
    
    
      start_link(opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.start_link/1.

  



    

  
    
      
    
    
      stop(timeout \\ 5000)



    

  


  

Callback implementation for Ecto.Repo.stop/1.

  



    

  
    
      
    
    
      stream(queryable, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.stream/2.

  



    

  
    
      
    
    
      to_sql(operation, queryable, opts \\ [])



    

  


  

      

          @spec to_sql(:all | :update_all | :delete_all, Ecto.Queryable.t(), Keyword.t()) ::
  {String.t(), Ecto.Adapters.SQL.query_params()}


      


Converts the given query to SQL according to its kind and the
adapter in the given repository.
Examples
The examples below are meant for reference. Each adapter will
return a different result:
iex> MyRepo.to_sql(:all, Post)
{"SELECT p.id, p.title, p.inserted_at, p.created_at FROM posts as p", []}

iex> MyRepo.to_sql(:update_all, from(p in Post, update: [set: [title: ^"hello"]]))
{"UPDATE posts AS p SET title = $1", ["hello"]}

iex> Ecto.Adapters.SQL.to_sql(:all, MyRepo, Post)
{"SELECT p.id, p.title, p.inserted_at, p.created_at FROM posts as p", []}

  



    

  
    
      
    
    
      transact(fun_or_multi, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.transact/2.

  



    

  
    
      
    
    
      transaction(fun_or_multi, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.transaction/2.

  



    

  
    
      
    
    
      update(struct, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.update/2.

  



    

  
    
      
    
    
      update!(struct, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.update!/2.

  



    

  
    
      
    
    
      update_all(queryable, updates, opts \\ [])



    

  


  

Callback implementation for Ecto.Repo.update_all/3.

  


        

      


  

    
Gust.Run.Claim behaviour
    



      
Behavior + facade for claiming/renewing run leases.
Configure the implementation with:
config :gust, Gust.Run.Claim, Gust.Run.Claim.Repo

      


      
        Summary


  
    Types
  


    
      
        next_run_result()

      


    


    
      
        run()

      


    


    
      
        run_id()

      


    


    
      
        token()

      


    





  
    Callbacks
  


    
      
        next_run()

      


    


    
      
        renew_run(run_id, token)

      


    





  
    Functions
  


    
      
        next_run()

      


    


    
      
        renew_run(run_id, token)

      


    





      


      
        Types


        


  
    
      
    
    
      next_run_result()



    

  


  

      

          @type next_run_result() ::
  nil
  | %{
      run: run(),
      token: token(),
      claimed_by: String.t(),
      claim_expires_at: DateTime.t()
    }


      



  



  
    
      
    
    
      run()



    

  


  

      

          @type run() :: Gust.Flows.Run.t()


      



  



  
    
      
    
    
      run_id()



    

  


  

      

          @type run_id() :: term()


      



  



  
    
      
    
    
      token()



    

  


  

      

          @type token() :: Ecto.UUID.t()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      next_run()



    

  


  

      

          @callback next_run() :: next_run_result()


      



  



  
    
      
    
    
      renew_run(run_id, token)



    

  


  

      

          @callback renew_run(run_id(), token()) :: run() | nil


      



  


        

      

      
        Functions


        


  
    
      
    
    
      next_run()



    

  


  


  



  
    
      
    
    
      renew_run(run_id, token)



    

  


  


  


        

      


  

    
Gust.Run.Claim.Repo 
    




      
        Summary


  
    Functions
  


    
      
        next_run()

      


        Callback implementation for Gust.Run.Claim.next_run/0.



    


    
      
        renew_run(run_id, token)

      


        Callback implementation for Gust.Run.Claim.renew_run/2.



    





      


      
        Functions


        


  
    
      
    
    
      next_run()



    

  


  

Callback implementation for Gust.Run.Claim.next_run/0.

  



  
    
      
    
    
      renew_run(run_id, token)



    

  


  

Callback implementation for Gust.Run.Claim.renew_run/2.

  


        

      


  

    
Gust.Run.Pooler 
    



      
Claims runnable DAG runs and starts their execution.
The pooler subscribes to run dispatch events and also polls on a configurable
interval to claim work in batches. Each claimed run is validated against its
DAG definition and then started under the runner supervisor when valid.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(args)

      


    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(args)



    

  


  


  


        

      


  

    
Gust.DAG.Graph.CycleDection exception
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